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1 Introduction

In 2018 the Knut and Alice Wallenberg’s foundation recognised the need for
national efforts towards computational resources that were especially directed
towards artificial intelligence (AI). Realising how well suited for such a task
the Swedish National Infrastructure for Computing (SNIC) would be with their
experience in coordinating High Performance Computing (HPC) resources with
a national user base, they tasked SNIC with organising a national infrastructure
for AI and machine learning. These were the very first steps of how Alvis came
to be.

Within SNIC, the Chalmers Center for Computational Science and Engi-
neering (C3SE) were tasked with making this project a reality. After some
significant efforts the very first users were let on to Alvis at the start of 2020,
and from autumn 2020 the first phase of Alvis was available in the regular SNIC
allocation round. It is these first users we will follow in this report.

2 Alvis in numbers

First let us take a more quantitative view of Alvis. In recognising the usefulness
of Graphical Processing Unit (GPU) accelerators in deep learning research, Alvis
was configured as a result of the work of a national researcher-oriented reference
group to be a resource mainly focused around GPU usage. The first phase was
constructed around many of the relatively smaller T4 GPUs that are mainly
built for machine learning inference but with their competitive pricing are a
cost-effective alternative also for the training part in many cases. Together with
these T4 GPUs several of the larger V100 GPUs were included as well for when
a bit more memory was needed and finally there were four of the A100 GPUs
with even more memory.

In Table 1 Alvis is summarised in terms of the hardware available after each
phase. To realise the size difference between phase 1 of Alvis and Alvis after
phase 2, note that the entire usage of Alvis during phase 1 would fit in a single
month after phase 2 has been completed.

But who have been using Alvis? The geographical areas with the most users
are, the Gothenburg region with just over 200 users, the Stockholm/Uppsala
region with around 150 users and then Lund and Ume̊a with around 30 users to

Table 1: Summary of the hardware in the two phases of Alvis. Note that GPUh
(GPU hours) are scaled to be comparable to an A40 GPU as GPUs differ both
in terms of price and performance. To give a sense of how large the differences
are between the two phases note that the entire usage of Alvis during phase 1
would fit in a single month after phase 2 has been completed.

Phase I Phase II

Usage (kGPUh) 692 —
GPU Count 204 884
Capacity (kGPUh/month) 87 785
Total VRAM (TB) 4 35
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Figure 1: The distribution of the around 150 projects’ affiliation (left) and ge-
ographic locations of the almost 500 users during phase 1 (right, image author
Jeremy Azzopardi), note that there were 15 international users (within collabo-
rative projects with Swedish researchers) who are not included in the heatmap.
All projects and users were weighted equally.

40 users each. In Fig. 1 you can find the entire distribution of both the affiliation
of the projects and the geographical location of the organisations that users were
affiliated with. We see users from all over Sweden and even some international
collaborations on this national resource.

We haven’t only seen a large spread in geographical locations but also in
the widely different scientific areas that are represented. We will go into more
detail later, but as an initial overview we will investigate the primary scientific
classifications of the projects, see Fig. 2. Note that all the six highest level clas-
sifications are represented: Natural Sciences, Engineering and Technology, Med-
ical and Health Sciences, Agricultural and Veterinary Sciences, Social Sciences,
Humanities and Arts. Based on the middle level classifications 102: Computer
and Information Sciences is the primary classification used by a majority of the
projects.

3 Research

In order to find the research produced using Alvis there have been two primary
sources of information. The first source has been the project proposals where the
principal investigator for each project have included an abstract, the expected
resource usage and when applicable a data management plan. The second source
have been the activity reports of finished projects, were the principal investigator
report progress that the resource made possible such as publications and other
academic achievements.
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Figure 2: Representation of scientific areas, slices are proportional to the num-
ber of projects. Inner area representing highest level of the primary classification
and the outer representing the middle level in the Swedish classification of re-
search subjects.

(a) Expected usage (b) Reported activity

Figure 3: Word clouds based on frequencies of words from the expected usage
from the accepted proposals (a) and reported activity from received activity
reports (b). Something that especially stands out is the word data and the use
of words related to machine learning such as “model”, “neural network” and
“deep learning”.
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In Fig. 3 these two sources have been summarised in word clouds based on
words and word pairs. Some of the impressions that these word clouds give are
the importance of data but there is also a strong presence of words that are
connected to the concepts of AI and machine learning such as “model”, “neural
network” and “deep learning”. We can also see some words connected to the
type of data that is of interest: “image”, “text”, “simulated” and “cell”. Or
perhaps what frameworks are mostly used: “Python”, “PyTorch” and “Tensor-
Flow”.

In the following we will go into some of the research has been done at Alvis
so far. The full bibliography of all publications that could be found by what was
specified in the activity reports can be found in the part named Bibliography.

3.1 Computer vision

Images is an active area of research where machine learning and deep learning
in particular has had an edge over many other techniques. One of the key
techniques that made this possible were Convolutional Neural Networks (CNNs).
The idea behind a CNN is that an object, for example a dog will look the
same regardless of where in the image it is located. Such a property is called
translational invariance.

One avenue of research that has been observed is an attempt to improve on
this assumption. In many cases the dog would not look the same depending on
where in the image it is located. Suppose you would take two images of a dog
where the only difference between the two images is that the photographer takes
a step to the right in the second picture. The dog parts of the two images will be
slightly different apart from having moved as you will see slightly different sides
of the dog. To experience this at its most extreme hold your index finger along
your nose with the palm outstretched and look with one eye at the time and you
will see entirely different sides of your hand. Brynte et al. [7] investigated neural
networks working with this kind of transformations instead of only translations.
Other times translational invariance is not a good enough assumption is if you
would have a fisheye lens (as you might have in your door’s peephole) or other
similar lenses. These kinds of symmetries were investigated by Aronsson [2] and
Gerken et al. [17].

For many approaches CNNs can be good enough for practical applications.
One such application is to improve records of where the poorest people live [10],
records that are important to do the most good with the resources that are
available in aid efforts.

An active area of research when it comes to image processing is concerned
with identifying objects in images or videos. Whether it be by providing
bounding-boxes [5, 6, 25, 29, 42, 45, 56] or giving a result on per image ba-
sis [1] or even per pixel basis [23].

Techniques used in image classifications have also been adapted to similar
data in non-optical microscopy data and 3D data such as tomography data such
as those from Magnetic Resonance Imaging at hospitals. A work combining
both extensions was that by Skärberg et al. [48] which used these techniques
on tomographies from a combined Focused Ion Beam and Scanning Electron
Microscope (FIB-SEM).

The FIB-SEM works by sending out an electron beam on a material surface
and registering how they are reflected, thus giving a very high resolution of
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a material with some topological information as well. Then heavy ions are
bombarded against the surface to remove a very thin slice of the material and
the new revealed surface can be scanned using the electron beam. This way 3D
information with a very high resolution can be gained, each voxel (3D pixel)
being only 10 nm × 10 nm × 50 nm. This high resolution is needed to capture
the nanopores through which a drug is released from e.g. tablets. Essentially
controlling how quickly the drug is released in the body, an important aspect
of drug design. However, finding these nanopores from the tomography data
is hard and tedious and instead Skärberg et al. [48] used a 3D variant of the
convolutional neural network to identify them instead, making the information
much more readily available.

3.2 Machine learning for proteins and smaller molecules

A recent major achievement in the fields of Computational Biology and Machine
Learning was AlphaFold 2 released late in 2020 which performed significantly
better than all previous attempts on the protein folding challenge. What Al-
phaFold 2 can do is that by knowing the chain of amino acids that make up a
specific protein it can guess the stable 3D structure of the protein, a property
that is strongly connected to how a protein behaves physically, in for example
drugs.

On Alvis this model was made available together with the datasets that were
used to train it and interest in AlphaFold 2 has been quite high with at least
three separate projects working on it independently. The goals of these projects
relate to predicting the interaction surfaces of toxin-antitoxins, predicting en-
zymes from some wanted properties and finding the right enzymes for breaking
down biomass.

Repecka et al. [44] took on the challenge more directly where instead of
predicting the structure they made the challenge to find the proteins of interest
directly. The approach they chose is based on a technique called Generative
Adversarial Network (GAN).

With a GAN you have some dataset that you are interested in. Then you
train one generator and one discriminator at the same time. The generator is
fed a random vector generated from a known distribution and its task will be
to try to fool the discriminator that the output that what it generates comes
from the training set. Meanwhile, the discriminator instead will sometimes get
data from the training set and sometimes outputs from the generator and its
task will be to discriminate between them. This way, when done correctly you
effectively get a function from which you can sample more samples from your
dataset.

The key part in using this to find new proteins with the wanted properties
is in understanding how the random values you feed the generator impacts its
outputs. If you know the connection between some of the parts of the random
vector you feed to the generator and the properties of the generated sample, then
you can use this to specifically generate what you want. This is an improvement
because the dimensions of the input to the generator is much lower than the
dimension of the space of possible sequences of amino acids.

Another direct question is “How would a wheat plants properties change if
you would change a single point (nucleotide) in its DNA?” An answer to this
question was attempted by Nair [38] in order to improve the decision-making
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process when breading wheat for more robust and effective food production. To
make this possible a dataset where physical processes of wheat were recorded for
individual plants of wheat that had some of these common point changes in their
DNA. Such a common point change is called Single-Nucleotide Polymorphism
(SNP, pronounced snip).

To solve this problem the reasoning was as follows: suppose that you can
figure out that knowing one of the plant properties makes it easier to guess
whether an individual plant of wheat as a specific SNP. Then this seems to
indicate a correlation between the two.

The researchers trained a specific type of neural network called an autoen-
coder. The way an autoencoder works is to construct the neural network such
that somewhere in the middle of the network the representation used is small
compared to the input. In other words, this middle layer has only a few neurons.
Let us call this small middle layer for the latent layer. Then you optimise the
parameters of this networks such that when you give the network a sample it
should reproduce the sample as well as possible. If this is done well, then the
first part of the layer is an encoder can compress a sample into a representa-
tion with only a few numbers, the activations of the latent layer. While the
second part of the network is called a decoder as it can turn this encoding into
something close to the original sample again.

In this case each sample were data on existence of the different possible
SNPs in an individual plant of wheat. The final step then was to take the first
half of the network including the latent layer and duplicate this into two new
networks where the latter half was untrained. The crucial difference between
these two new networks was to inject information about the plant’s properties
in the latent layer as well. Then these networks were trained to reproduce the
SNP data starting from the encoding from the latent layer and in one of the
cases also the properties of the individual plant.

To estimate the strength of the connection between a plant property and a
specific SNP, Nair used the value for how much better the guess of SNP existance
got by including the physical properties with the encoding from the latent layer.

Zrimec et al. [62] instead used deep learning as a way to gauge how much
the gene expression levels can be attributed to the DNA itself irrespective of
experiment conditions and other such. This was done by finding that predicting
the gene expression levels could be done with a high level without taking any
other information into account.

At even shorter length scales than proteins you have atoms and smaller
molecules. One way that machine learning comes in here is in the computa-
tions of chemical properties of molecules through molecular dynamics. Usually
computing the forces on each atom in a molecule and how it reacts near a sur-
face or other molecules is very computationally demanding. Instead Shao et al.
[47] estimated these forces with machine learning, significantly decreasing the
computational cost.

3.3 Natural Language Processing

Another area that has seen much activity lately is Natural Language Process-
ing (NLP). NLP is an area that concerns itself with the written and spoken
word. One of the major milestones that led to this is how well-suited text based
NLP is for self-supervised training. Classically machine learning was separated
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into supervised training where the model was trained on a task with a labeled
dataset while unsupervised training can be used on an unlabeled dataset to find
structure in it. Self-supervised training works by having a task that does not
require a labeled dataset. In text-based NLP this can be taking regular text
and then removing a word and training your machine learning model to guess
the removed word correctly or not including the full text and incrementally let
the model guess the next word. After this has been done it has turned out that
you can fine-tune your model at the task of interest with better performance
than training on the task directly from the start.

One of the reasons why this can improve model performance is that without
the requirement for (manually) labeled data, very large datasets can then be
used to train very capable models. One such result from using Alvis is to train
such a language model on Swedish data to get a model that works with Swedish
text [40].

However, natural language data does not need to be written. Mamedov and
Bluhme [36] investigated the spoken language by young children with cleft lip
visiting speech pathologists to find out if they would need extra help in the
future with speaking clearly. Usually, this evaluation is done over long time
periods with evaluations varying between which speech pathologist is doing the
investigation. An automated process through machine learning could reduce
both problems.

Pettersson and Stensöta [41] investigated another type of audio data, that by
dogs breathing patterns to find out if they had cancer or not. While Norlund,
Hagström, and Johansson [39] complemented text data with images to learn
more robustly.

3.4 Learning Theory

With the increasing demand for data, user data has become an increasingly
valuable resource. At the same time data privacy and data security is becoming
an increasingly important issue. One attempt towards a compromise is federated
learning.

Consider a situation with many different devices that all use the same ma-
chine learning algorithm, these devices could be phones, smart appliances or
even self-driving cars. The naive approach to train this machine learning al-
gorithm would be to collect all the user data and train the model on a central
server and then send out the updated model to all devices. Moving and collect-
ing all this data is of course not ideal when it comes to data privacy and data
security.

The idea with federated learning is to avoid sending and collecting all this
data to train. Instead for each device use the local data to see how the local
model should be updated and then send these changes to a central location to
be combined and then the combined change is sent out to all devices. How
all these different devices communicate these updates can have significance for
stability and scalability, this was something that Zhang, Bosch, and Olsson [57]
investigated.

Another such area where this is important is autonomous driving where the
data is very important for learning and data privacy is a concern. Doing the
learning in each device and only sharing updates can even speed up the training
with the training parallelism it brings [56, 58].
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Another fundamental core difficulty with machine learning is determining
the correct values for the hyper parameters that determine how the training
should be done to achieve a could model in reasonable time. One such param-
eter is the learning rate which determines how much the model should change
from what it has learned. If it is too large, the model overcompensates and
won’t converge, too small and the model training will take a very long time.
Wang, Magnússon, and Johansson [54] investigated this for Stochastic Gra-
dient Descent, an optimisation method that is still very popular for training
neural networks. They did a largely theoretical investigation for how the step
size should vary during training but complemented this with practical examples
showing how their new recipe improves the result on previous approaches when
training neural networks.

Another area that we so far have not covered much is Reinforcement Learn-
ing, an area related to making the optimal decisions in an environment where
previous decisions could impact your future options. Jorge et al. [26], provided
a new method for the solution attempt while H̊akansson et al. [24] used this
problem formulation to investigate how to find the best medical treatment in
fewer attempts.

4 Outlook

So far Alvis has been used for a wide variety of different fields and methods.
For some researchers Alvis has made it possible to run models and datasets that
would otherwise not have been possible on their personal resources, while for
others the support with the software environment has perhaps made it easier to
apply their techniques. But the perhaps most important implication of Alvis as
a resource seems to be a possibility to run more and more varied experiments,
thus achieving higher accuracy and better support for their results. Moving
their research one step further on the path towards scientific excellence.

For Alvis this is however not the end but the very beginning. With the
launch of Alvis 2 two we hopefully look forward to many new discoveries.
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